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1. Introduction
This deliverable, D4.4, belongs to T6 of WP4, which is focused on the implementation
of the web-based interactive 3D graphics application discussed in the DoA. In the task
description, the different steps to be covered were stated as:
- Develop from prototype a renderer on the web achieving photorealistic results.
- Establish a process and a set of tools on the web to extract the environmental
light, store that information and use it to match the rendered scene with the
setting of a real environment.
- Real-time chroma keying algorithms on the web.
- Merge real-time images rendered in HDR with an input source of video
streaming (LDR).
- Integration of the previous components within WebGLStudio
- Development from prototype of a collaborative web based tool.
D4.5, Demonstrator collaborative web tool, due on month 24, is focused on the last
item, the collaborative aspect, and this item has not been considered in detail in these
first 12 months of the project. This deliverable D4.4, First integrated demonstrator of
web implementation, is described within the DoA as “basic tools integrated within
WebGLStudio”. The demonstrator reported integrates within WebGLStudio[1] basic tools
covering photorealistic rendering, extraction of environmental light and using it to
render virtual scenes. Initial tests related to chroma keying and merging of real and
rendered images have been performed as well, but these aspects are not yet
integrated in the demonstrator, as discussed later.
Essentially, the key aspect to be demonstrated of the web application is the (web
based) creation of (high quality) virtual 3D scenes matching real light illumination. In
order to mix real images with synthetic assets we require to have better control over a
high quality rendering pipeline. This higher quality of the rendering pipeline has been
achieved based on combining two key ingredients, namely, Image-based lighting and
Physically based rendering. The related algorithms are computationally expensive, and
novel approaches have been implemented to make them fit to the web.
To create the demonstrator, UPF-GTI have been working step by step, going from
capturing illumination from light probe HDR images, to using this captured light to
render a virtual scene using Physically Based Rendering algorithms. This interactive
web demonstrator remains a proof-of-concept, until our main render pipeline tool is fully
upgraded and supports the HDR pipeline. Let us remark that the alternative of
matching the illumination of real images with that of virtual scenes (as used, for
example, in the film Gravity) is also briefly discussed.
The main goals of this demonstrator are discussed in section 2 along with the key
concepts needed and the challenges the UPF-GTI has to face in order to fulfill the
expected objectives. Further in this report (sections 3 and 4) we present the description
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and the limitations of the web demonstrator, next to the work steps undertaken in the
implementation. The last sections refer to post processing graphic effects and its
relevance in the project, and the integration of the full HDR pipeline in WebGLStudio,
the open source 3D editor in continuous development. Finally, we conclude that the
project requirements have been achieved in relation with D4.4. Next steps to be
undertaken by D4.5 are based on the improvement of the web demonstrator, as well as
addressing the collaborative aspects. Part of the improvements consists in integrating
the work related to chroma keying and video integration, which still remain as separate
components while further tests are carried out.
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2. Goals and Basic Concepts
2.1 Some basic concepts
Before discussing the main goals of the demonstrator, we briefly define the two
concepts that ground the work developed, Image-based lighting and Physically based
rendering.
The first key concept is Image-based lighting[Fig. 1] (IBL). This is a 3D rendering
technique which involves capturing an omnidirectional representation of real-world light
information as an image. This image is then projected onto a dome or sphere
analogously to what is undertaken for environment mapping, and this projection is used
to simulate the lighting for the objects in the scene. This allows us to use a highly
detailed real-world lighting to illuminate a scene, instead of trying to accurately model
illumination using alternative rendering techniques[4].

Fig. 1: Capturing omnidirectional light using Image Based Lighting

The second key concept is Physically based rendering (PBR). It is the process of
producing an image by simulating the physical interaction between light and the objects
in a scene taking into account their materials. It requires accurate models of the
physical properties of the different materials. It also requires a physical description of
the light sources and the camera lens. Indeed, the objective is to compute the amount
of light which arrives to the virtual camera by simulating the physical process in which
the light emitted by the light sources bounces on the different objects in the scene. The
resulting image is then said to be photo-realistic, since it represents what a real photo
of the virtual scene would look like.

2.2 Overall goals
The web application to be developed within HDR4EU by UPF-GTI needs to be based
on an open web-based platform that includes a proof of concept pipeline permitting to
easily integrate real people footage inside virtual environments or virtual objects inside
real environments, at the highest quality level, considering HDR. An important goal of is
to replicate illumination conditions of real scenes. Within this procedure, we should
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undertake two main actions. First, to ensure that any object in a virtual rendered scene
matches the light conditions of a real scenario (e.g. Illuminate virtual characters
integrated into a real environment) - we carry it out through IBL. The second one
consists in upgrading our rendering pipeline so that its results are closer to reality in
terms of visual credibility by using realistic post processing effects described in section
4 - although the main aspect is based on PBR.
To fulfill these objectives we present proof-of-concept web based tools integrated within
WebGLStudio, which essentially consist of a renderer on the web which can achieve
photorealistic results and match real lighting conditions. In what follows, we present a
process and a set of web tools to extract the environmental light from HDR images as
light probes, to store this information and use it to match the rendered scene with the
setting and light complexity of a realistic environment using PBR rendering techniques.
Let us discuss in more detail the different steps.

2.3 Capturing real scenes illumination and IBL
To illuminate realistically a virtual object in realtime using illumination from a real
location, first of all one must find a way to capture all incident light in that location (from
every direction) under a certain point, in order to feed with it the light equation during
the rendering process. The best way is using photographs and using the result from
these images in the lighting equation, a process usually referred to as Image-based
Lighting (IBL). Let us discuss this in detail.
To capture light using cameras one could take photos in several directions and stitch
them together to create a sort of panorama that contains light in all possible directions
for a certain point. But this process could create spatial and temporal discontinuities
due to subtle changes in light conditions and stitching errors. To avoid this kind of
issues we simplified the process using the approach suggested by Paul Debevec[2], i.e.,
using reflective probes and warping the images to create an angular image.
A second issue is how to capture all the necessary information of the environmental
light, both bright and dark areas that lay in the same picture. Cameras have a very
limited light intensity range. This means that if some areas are too dark they will be
stored as black (underexposed) and something similar will happen with bright areas
that will be stored as white (overexposed). This is a problem because when illuminating
objects we need the very bright areas, they carry lots of information (produce bright
spots in the objects reflections) and using LDR images all that information would be
missed. Because using true HDR cameras would be very expensive, we solve this
problem by taking several images with different exposures in a small period of time (1
second apart) and later combining them into a single high dynamic range (HDR) image.
We can use this approach because we assume the environment illumination is static in
time so we do not have to worry about incongruencies between different photos.
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The third issue is to find a way to store the resulting illumination map on disk so that it
can be loaded into our application to be used as a source for ambient lighting. For
affinity with the GPUs that are going to use the data, we decided to use cubemaps,
where the information is stored as six square images that map to the three axis
(positive and negative) of the sphere. This approach affects the density of information
in some areas of the sphere (the corners of the cubemap) but it is not noticeable in the
algorithm we used. Moreover, we need to preserve the HDR nature of the original
image, but web image formats (png, jpg and webp) do not support more than 8 bits per
color channel. To bypass this limitation we opted to use a HDR file format like EXR[3]
that allows till 32 bits per color channel.

2.4 From IBL to PBR and rendering effects
Next, we use a physically based rendering equation that takes into account the physical
properties of the materials and the illumination from the environment from the
cubemaps to generate an image where the light intensity per pixel matches as close as
possible to the real conditions.
The most obvious challenge that needs to be met has to do with a web-based
implementation of high quality photorealistic rendering algorithms. These algorithms
are by nature very computationally demanding, a feature that hardly complies with the
target devices and the web programming paradigm. On the other hand, the quality of
the rendered image is crucial to allow a seamless integration of the virtual content with
real world images. Such quality/realism is typically achieved resorting to PBR
techniques.
For this reason, in this step we have been developing photorealistic techniques for the
web, taking into account the limitations of the platform (variety of specs, low
bandwidth), but pushing as far as possible the realism of web-based 3D graphics.
An extra requirement of HDR4EU is to use and comfortably include different tone
mappers. Tone mapping is a technique used in image processing and computer
graphics to map one set of colors to another one, mainly in order to approximate the
visualization of HDR images in a LDR medium/device. This implies integrating
significant tone mapping algorithms and test them in the interactive web demonstrator.
Furthermore, visual credibility needs to incorporate some post-processing effects in the
rendering.
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3. Detailed Description of the Different Main Steps
3.1 Some theoretical grounding
In the context of photorealistic rendering, most solutions achieved try to solve the
rendering equation introduced by David Immel et al. and James Kajiya.

Lo (p, ω o ) = ∫ f r (p, ω i , ω o ) Lo (p′,− ω i ) cos θ dω i ,
Ω

where Lo (p, ω o ) is the radiance reflected at point p in direction ω o , f r (p, ω i , ω o ) is a
function which models the material properties and gives the reflectance at point p from
direction ω i in the direction ω o , p′ is the closest visible point from point p in direction
ω i , θ is the angle between ω i and the normal at point p .
This equation has been widely accepted by the scientific community as one of the most
conservative theoretical description about how light behaves in the void which is
applicable in 3D graphics. This equation is nevertheless not solvable in finite time
because the infinite recursion (the same quantity, Lo , appears on both sides fo the
equation).
Every current approach that tries to solve the equation simplifies some of the parts
involved in the equation. There are several ways to achieve this. For instance, in the
context of the project we could assume that the light sources modeled through the
environment map are infinitely distant. Using this assumption, the incident radiance at
any point in the scene only depends on the incident radiance direction, and not on the
position of the point.
Consequently, we have:

Li (pk , ω i ) ≈ Li (ω i ) ,
and, for a given material f r we can precompute and store the value of the rendering
equation, hence accelerating its evaluation in during rendering.
Another typical simplification relates to the description of the materials we should take
into account, represented as how the incident light interacts with a surface material.
While there are plenty of implementations running in offline path-tracers, online
implementations are a lot more uncommon. Our work in HDR4EU is based on a
web-based PBR solution prototype, that gave plausible results that we have been
integrating. We will further advance in this direction providing improvements.
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In An Overview of BRDF models (Montes, Ureña)[5][Fig. 2] different approaches to
materials definitions were reviewed, and the following table provides a summary of
them, indicating the Bidirectional Reflectance Distribution Function (BRDF) properties.

Fig. 2: BRDF properties table “An Overview of BRDF models” (Montes, Ureña)

The work done carried on for the first demonstrator prototype can be described within
two main processing areas: i) lighting recording from light probes; and ii) shading virtual
assets under realistic lighting, using physically based rendering algorithms (PBR).

3.2 Capturing illumination from real locations
Different issues in capturing illumination and storing it for its use
Introducing high dynamic range into image based lighting images requires to shoot
several photos in the same position and direction with different exposure (this can be
achieved through variation of time, iso, lenses, etc among the photos), something
called Bracketing (we did our tests with 9 exposure levels, although less or more can
be used).
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Next, all the different exposure images are combined into a single image with a much
wider range between black and white, a HDR image. We had to analyze and sort
several issues that may be carried out on several ways: capture, processing and
storage.

Implementation of capturing illumination and pre-processing for rendering
use

Fig. 3: Light probes: Angular maps

The images above[Fig. 3] are examples of angular maps containing the incident
illumination conditions at each point of the space with different densities due to the
distortion. Although angular maps can be purchased or found in any HDR repository,
we also decided to create our own photographies with the possibility of having a
ground-truth as simple as our own office incident illumination. This also brings us the
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possibility of doing as many tests as we want and sharing our results without copyright
issues.
Each angular map can be created in different ways depending on the available
resources. Since our only purpose of working with the images is testing, we only
needed a camera, a tripod and a full mirrored sphere. The set has the following
configuration:
●
●
●
●
●

Camera: Nikon D3200
Lenses: Nikkor DX VR 55-200mm, set to 200mm
Mirror Ball: 18cm Hollow Aluminum Ball
Distance lenses to ball : 2.5 - 3m;
Bracketing: ISO 100, F5.6, Bracketing from -5E.V to +5E.V in 9 steps

Fig. 4: Capture setting, using the mirror ball, a camera and computer for remote bracketing.

Once captured, the image has to be processed, manually or via software, to be used.
The captured sphere has to be in the center of a squared image so it will be cropped[Fig.
5]
.
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Fig. 5: Processed and cropped images (Office/University )

Working with EXR images on the web is not easy as there are not many libraries that
support parsing EXRs and the ones that do so do not support all possible formats that
come in EXR. These inconveniences have led us to use a javascript library called
tinyexr[6].
Tinyexr is a simple C++ library which allows the user to load and save OpenEXR (.exr)
image files. It has an experimental branch thought as a conversion to javascript
allowing to use it on the web. Even so, it does not cover all the possible files with
different data compressions, so the one we used is ZIP compression, which supports
lossless data compression.
All pixel data from the EXR file is uploaded into the GPU thanks to the WebGL support
for Float32 textures. Since we use an angular map as source for getting the
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illumination[Fig.
 6] we need to do the necessary mapping to get a cube map, a six-faces
texture arranged as in a cube, to use in our scene as environment map. Using cube
mapping as environment mapping provides better results compared with alternative
approaches. GPUs are best suited to work with cube maps since they have more
supported functionalities. Moreover, cube mapping is the best representation of a
spherical texture with best use of memory and less distortion, which is caused by non
constant pixel density in the image.
A future step can be trying to encode all the information using spherical harmonics to
reduce the loading times as angular mapping needs big resolution images to
encapsulate all pixel data.
We applied a reprojection to convert from a planar image to a cube map that covers all
directions that we could use as environment maps. Everything is done in the GPU
using a shader based on Paul Debevec[2] algorithm for remapping the pixel
coordinates[Fig. 6] from an angular map:
vec2 getSphericalUVs(vec3 dir)
{
dir = normalize(dir);
float d = sqrt(dir.x *
dir.y);
float r = 0.0;

dir.x

+

dir.y

*

if(d > 0.0)
r = 0.159154943 * acos(dir.z) / d;
float u = 0.5 + dir.x * r;
float v = 0.5 + dir.y * r;
return vec2(u, v);
}
Fig. 6: Coordinate remapping from an angular map (Fragment shader)

Once the re-mapping is performed we obtain a cube mapped environment stored as a
Float32 texture. Following the mentioned process, using the angular map Float32
texture as a source for the conversion, the equivalent environment maps to the
previous angular maps[Fig. 6] are shown below[Fig. 7].
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Fig. 7: Cube mapping conversions from sphere maps

3.3 PBR Rendering
After having the environment map generated from an EXR photograph, we need to
create a rendering formula that is as close to reality as possible and at the same time
feasible for current GPUs and the web.
Our approach is based on PBR. Our inspirations are, on one hand, the steps given by
Brian Karis[7] about Real Shading as a guide for constructing the needed rendering
formula, and on the other hand, Khronos Group PBR[8] implementation with WebGL
and glTF. When computing the rendering equation for image-based lighting, we use the
solution proposed by Karis, which consists in transforming the integral into a sum of
samples, and using then a Fibonacci point set for simulating the needed samples.
Indeed the (Monte Carlo approximation of the illumination integral) sum[Fig. 8] of the left
hand side of the formula is split into two parts which can be precomputed, namely the
prefiltered environment map and the environment BRDF, this one stored in a 2D lookup
texture (LUT).
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Fig. 8 Split sum (Dimitar, from Brian Karis slides)

As a result for prefiltering the environment map we obtain different Float32 textures
depending on the blur applied, which is related to the roughness level of a specific
material when rendering a scene. The computation algorithms are performed in a
shader, so all textures are uploaded to the GPU. Since all the necessary steps are
precomputed, we can follow the PBR algorithm in our fragment shader and illuminate a
synthetic rendered scene[Fig. 9].

Fig. 9: Examples of synthetic rendered scenes using the PBR approach described
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4. Tone-mapping and Post-processing
While the algorithm to determine the amount of light reflected by each surfaces is key
to achieve realistic images, there are other effects more related to how the light
interacts with a camera lens and sensor, or with the eye itself that should be
considered to achieve an even better realistic image quality. In this section we examine
those effects already taken into account in our renderer.

4.1 Post-processing pipeline
The GPUs render, by default, to the framebuffer displayed on the screen. This default
behaviour limits the possibility of enhancing the image displayed by applying some sort
of post-processing effect. The change needed is to allow the GPUs to render the image
to an intermediate buffer (texture) and using that buffer as an input to generate the
displayed image. In fact, our rendering engine supports not only rendering to a texture
but to different texture precision formats to improve the quality of the final image.

4.2 Lens vs Eye
One of the dilemmas computer graphics programmers face when constructing a
rendering pipeline to generate realistic images is to decide if it intends to simulate how
the eye perceives the light or how a camera perceives the light, which are similar but
not equal. This is not an easy question to solve, because while it would make more
sense to replicate how the human eye perceives the light, people are actually more
used to watch images generated by video and film cameras, and expect the same
results when watching a CGI image.
One common example of an effect that we are used to see in cinema (and does not
exist in our eyes) is lens flare. This effect results from the light bouncing several times
inside the camera lenses. While this visual effect was considered bad filmography
during the 40s and until the 60s (cameras had special coating on the lenses to reduce
it), a trend emerged after the 60s that considered it a tool to create visually interesting
images, and today it is overused in many films. So developers must decide whether it
suits their pipeline.
On the opposite side one finds the way eyes perceive darker and brighter areas. While
cameras tend to represent dark areas as black (underexposed) and very bright areas
as white (overexposed) due to the limited range of the sensors and the (small) bit-depth
of the stored file format, eyes have a much wider range, which results in more
information in the image.
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4.3 Rendering to HDR
As indicated above, we render our scene to an intermediate buffer. By default these
buffers are 8-bits per channel to maximize compatibility with older hardware and to
reduce memory usage, but rendering to 8-bits is not enough when trying to preserve
information in the scene.
Some solutions take advantage of the available fourth component (Alpha) to store the
color exponent (some sort of luminance factor), this way it is possible to achieve colors
that go beyond the maximum intensity, but this causes noticeable discontinuities in
color gradients, and makes the pipeline more complex as it has to decode and encode
the colors before applying any operation.
In our solution we use 16-bit precision color channels thanks to the WebGL
HALF_FLOAT_OES extension. This is transparent to our pipeline as color channels are
treated like regular floats but not clamped to the interval 0...1. If more quality is needed
there is the possibility to render to Float32 per channel, but at the cost of memory and
processing time.

4.4 Tone mapping
With LDR screens, some of the information contained in a HDR image will not be able
to be displayed, and therefore images are susceptible to lose contrast, be under or
overexposed and can show other artefacts when viewed on screen.
Tone mapping is the operation which transforms HDR images so that they can be
handled by LDR devices. The goal of tone mappers is to recreate as faithfully as
possible the way our visual system perceives a scene, but can also be used to modify
the colors in an image with more creative and aesthetic purposes.
Because perception is something very subjective, there might not exist a perfect tone
mapper. For our initial implementation, while pending to be able to analyse those
provided by IP4EC-UPF, We chose to use the one described by Ahmet Oguz Akyuz[9]
because it is cheap and easy to implement in a GPU. The code is shown next.
float

lum

=

dot(rgb,

vec3(0.2126,

0.7152,

0.0722));
float L = (u_scale / u_average_lum) * lum;
float Ld = (L * (1.0 + L / u_lumwhite2)) / (1.0 +
L);
rgb = (rgb / lum) * Ld;
rgb = pow( rgb, vec3( u_igamma ) );
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The results appear below[Fig. 10], where one can notice how the darker and the brighter
areas contain information after applying the tone mapper.

Fig. 10: Tone mapping example using the algorithm described

4.5 Bloom
Another common effect related to very bright points in an image is the halo that
appears around them, which is caused by imperfections in the medium between the
surface and the light sensor (no matter if it is an eye or a camera).
To simulate this effect[Fig. 11] we accumulate consecutive blurs of the original image,
downscaling it till the image is one pixel width and adding them all together, based in
the approach described by Jasper Flick[10].

Fig. 11: Bloom example using the algorithm described

This algorithm could be applied before the tone mapper to achieve a more believable
result where only the very bright areas bleed to the surrounding pixels.
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4.6 Lens Effects
There are many algorithms that try to replicate how the light behaves inside the camera
lenses, when working more in depth in the domain of simulating a film camera. They
deal with how the images get distorted, or with how the colors get affected by the
distortion (diffraction of light), or even with more complex effects like lens flare or
fingerprints in the lens.
We implemented a non-realistic chromatic aberration shader as a starting point to
showcase the concept. The approach is to sample several times the image per pixel,
but weighing every pixel with different colors to create the diffraction pattern[Fig. 12].

Fig. 12: No-Lens vs Lens comparison
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5. WebGLStudio Integration and other Aspects
In this section we describe the integration within WebGLStudio as well as some other
proof-of-concept aspects preliminary implemented, and which have not been integrated
yet.

5.1 Integration perspectives and graph approach
One of the sustained top goals of GTI-UPF is to make all the results developed in the
HDR4EU project and similar ones available to the community in a way that it is easy for
them to integrate them into their own pipelines.
In the framework of this goal, we have been developing our own Open Source 3D suite,
WebGLStudio, that allows to create interactive 3D content directly on the web, and
could thus be considered as an editor. And consistently with this approach, the
demonstrator presented in this deliverable contains the previous algorithms integrated
in WebGLStudio.
Furthermore, to ensure easy integration in more complex pipelines, most of the
processes are encapsulated using node graphs. The following figure[Fig. 13] shows, as an
example, the node graph of an element mentioned in the previous deliverable,
chroma-keying.

Fig 13: Chroma keying algorithm represented with graph nodes (litegraph.js)

As another example, the tone-mapper we initially implemented is encapsulated as a
node, so that changing the tone mapping algorithm, as it is envisaged in HDR4EU, can
be easily achieved.
In the next figure[Fig. 14] we can see a full chain of actions performing tone mapping (with
time attenuation), plus glow, camera motion blur, chromatic aberration and color
grading.
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Fig 14: A Reinhart tone mapper implementation using combination of algorithms in a box driven interface
(litegraph.js)

5.2 Other aspects initially tested and not yet integrated
Related to integration of real and virtual images, we tested:
- Webcam stream integration. We can read Webcams from browsers using the
WebRTC API; but browsers do not allow to access webcams is you are not using
HTTPS, we have to create certificates to address this issue; webcam feed is uploaded
to the VRAM every frame so it can be used as a texture to any material on the scene.
To paint the webcam output inside the scene we map it to a plane that is always facing
the camera (billboard) to prevent the image to look flat when seen from the side.

Fig. 15: Webcam stream integration in a 3D scene

- Chroma Keying. The video feed (could be a video or the webcam) is uploaded to the
GPU and processed using a basic chroma shader that checks the distance between
the pixel color and the chroma color and assigns it to the alpha channel of the texture.
This is achieved using our graph editor inside the 3D editor itself, as previously
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indicated.

Fig. 16: Chroma keying test using integrated video in a 3D scene

Related to rendering improvements, we tested as well using linear color space. To
achieve realistic lighting conditions we must use a linear color space when adding
different light sources. The problem is that most textures come in gamma space, so we
need to apply a degamma to them. After rendering the whole scene we apply a post
processing step where we apply the gamma correction for the monitor. Version 2.0 of
WebGL permits to specify sRGB color space when loading textures, but we can
achieve a close effect processing the textures directly in the shader so it works in
WebGL 1.0.

Fig. 17: Rendering using gamma correction for linear color space
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6. The Web Demonstrator
The current interactive demonstrator is at:
https://webglstudio.org/users/arodriguez/projects/HDR4EU/

It integrates a render pipeline within the WebGL context able to accurately shade
several material descriptions under different light conditions, obtained from natural
scenes. Thus, In its current state, the demonstrator essentially displays a PBR
rendered static model[Fig. 18], which can be viewed from different angles, under a single
Image Based Lighting (IBL) probe.

Fig. 18: Web demonstrator scene example

The demonstrator contains different tools to display and test this implementation.On the
right side of the demonstrator, there is a user interface configuration panel[Fig. 19], where
the different available tools are included. Indeed, the demonstrator allows the user to
select:
-

3D model to be rendered,
the light probe to shade with the virtual scene,
the camera exposure parameters,
change material properties or
introduce post FX such as tone mapping or light glow.
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Fig. 19: Different sections of the demonstrator GUI

The different light probes constitute a set composed of both HDR spherical probes
gathered from different internet sources, as well as other ones generated by GTI-UPF.
The main purpose of this mixed set is to compare the quality which can be achieved;
as discussed previously in 4.2.
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7. Discussion, Conclusions and Next Steps
Referring back to the introduction of this report, D4.4 demonstrator is fully covering the
first two key aspects of the web application envisaged in HDR4EU, regarding
photorealistic rendering, extraction of environmental light and rendering virtual scenes
using the extracted and computed light. However, we should discuss some limitations,
based on the testing already undertaken.
One of the them is related to section 3.2, capturing illumination from real locations.
While the prototype works with the self captured environment maps, the results are not
completely satisfactory due to quality of some of the material, e.g., the mirrored sphere
used. The progress in this aspect will be on hold, as most efforts in time will be devoted
to the progress of the demonstrator in the other aspects, which are more relevant in
terms of contribution.
Once processed the captured images, we found some issues when reading the
previously created angular maps. As an example, regions behind the mirrored sphere
are never captured. A possible solution is taking several photographs from different
points of view and wrapping them to achieve a full captured environment.
In addition to the collaborative tool features to be implemented, the next steps towards
D4.5 demonstrator, due on month 24, will be based on improving the quality of the
demonstrator in the following aspects:
-

-

-

-

Environment prefiltering to achieve all roughness maps: Despite having
functional algorithms and a useful distribution function for sampling, the number
of samples has to exceed a very high threshold to avoid artifacts in the
rendered scene. Our current work is based on processing the blurred
environments to remove all remaining artifacts instead of increasing the number
of samples used, as this can drastically decrease the demonstrator
performance.
Tone mapping: Our demonstrator uses a functional but a very simple algorithm
for tone mapping. UPF-GTI has been working on other tone mapping
algorithms, but the key aspect will be to work with UPF-IP4EC tone mappers to
test their web based fitness, and include them in the coming demonstrator.
Post processing effects: Since there is some ongoing work on several realistic
post processing effects related to WebGLStudio platform, one the next steps
will be adding this complementary realistic algorithms to the demonstrator (and
improve them in some of the cases).
Graphical user interface (GUI): The current proof of concept uses a control
panel at the right side of the screen acting as the graphical user interface. Next
steps will involve implementing a full GUI covering all the demonstrator
functionalities. Indeed, it has to be designed being aware of the work to be done
in D4.5.
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Finally, now that our rendering pipeline allows materials with a realistic look, we have to
consider two possible ways to use it:
● Real actors with Virtual environment: Mix real time footage of an actor into a
virtual environment where the illumination of the environment takes into account
the light captured from the previous step.
● Virtual actors with real environments: using the light captured in the previous
step to illuminate our virtual character, and mixing it with the real environment.
We will be considering which ones is most promising from the point of view of the
industrial applications.

Page 28 of 29

8. References
[1] Javi Agenjo, Alun Evans, Josep Blat. WebGLStudio: a pipeline for WebGL scene creation.
June
20
22,
2013.
https://dl.acm.org/citation.cfm?id=2466551
Web
link:
https://webglstudio.org/
[2] Paul Debevec: Light Probe Image Gallery (2004) http://www.pauldebevec.com/Probes/,
downloaded June 13 2018.
[3] Industrial Light & Magic: EXR format file http://www.openexr.com/, downloaded June 13
2018.
[4] Paul Debevec. “A tutorial on image-based lighting.” IEEE Computer Graphics and
Applications, 22(2):26–34, 2002. (http://ict.usc.edu/pubs/Image-Based%20Lighting.pdf)
[5] Rosana Montes and Carlos Ureña: An Overview of BRDF Models, Technical Report
LSI-2012-001, Dept. Lenguajes y Sistemas Informáticos, University of Granada, Granada,
Spain,
2012.
http://digibug.ugr.es/bitstream/handle/10481/19751/rmontes_LSI-2012-001TR.pdf%3Bjsessioni
d=9AAF52042BBC6335CCC1E2B1F0F4AE7C?sequence=1
[6] Syoyo Fujita: tinyexr parser https://github.com/syoyo/tinyexr, downloaded June 13 2018.
[7] Karis, Brian, “Real Shading in Unreal Engine 4,” part of “Physically Based Shading in Theory
and
Practice,”
SIGGRAPH
2013
Course
Notes.
(http://blog.selfshadow.com/publications/s2013-shading-course/karis/s2013_pbs_epic_slides.pd
f)
[8] Khronos Group: PBR implementation (WebGL/glTF)
https://github.com/KhronosGroup/glTF-WebGL-PBR, downloaded June 13 2018.
[9] Ahmet Oğuz Akyüz: High dynamic range imaging pipeline on the GPU, Journal of Real-Time
Image Processing, 10(2), 273–287, 2015. (http://user.ceng.metu.edu.tr/~akyuz/files/hdrgpu.pdf)
[10]
Catlike
Coding
Unity
Advanced
rendering
tutorial
(Bloom
effect)
https://catlikecoding.com/unity/tutorials/advanced-rendering/bloom/, downloaded June 13 2018.

Page 29 of 29

